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Abstract
The idea that there is enhanced memory for negatively, emotionally charged pictures was examined. Performance was measured under rapid, serial visual presentation (RSVP) conditions in which, on every trial, a sequence of six photo-images was presented. Briefly after the offset of the sequence two alternative images (a target and a foil) were presented and participants attempted to choose which image had occurred in the sequence. Images were of threatening and non-threatening cats and dogs. The target depicted either an animal expressing an emotion distinct from the other images, or the sequences contained only images depicting the same emotional valence. Enhanced memory was found for targets that differed in emotional valence from the other sequence images, compared to targets that expressed the same emotional valence. Further controls in stimulus selection were then introduced and the same emotional distinctiveness effect obtained. In ruling out possible visual and attentional accounts of the data, an informal dual route topic model is discussed. This places emphasis on how visual short-term memory reveals a sensitivity to the emotional content of the input as it unfolds over time. Items that present with a distinctive emotional content stand out in memory.
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1. Introduction
Within evolutionary psychology it is claimed that the adaptive usefulness of being able to detect rapidly the emotional content of the current visual scene serves prey in their effective avoidance of predators. Within cognitive psychology such ideas have been explored in terms of the fear response hypothesis [1, 2]. The hypothesis states that humans have evolved a fear system [2], which is rapidly and automatically elicited by the presence of threat in the immediate environment. Its prime purpose is to produce an automatic early warning signal that alerts the observer to the threat. 
Much of the empirical support for the fear response hypothesis has come from studies of speeded visual search. In the typical case, the participant must respond ‘Same’ as quickly and as accurately as possible if all the images in a search display depict instances of the same kind and ‘Different’ if one of the images is taken from a distinct kind. The very rapid detection of the presence of the ‘threatening’ singleton (termed pop-out), such as a snake image amongst images of flora [3, 4] has been taken to support the fear response hypothesis. The fact that a non-threatening singleton does not pop-out from a background of images of threatening instances has also been taken to suggest a form of attentional bias towards threatening stimuli [3]. Since the original paper was published [3], many other studies have followed up on the findings, and in 2013, Quinlan [5] reviewed a total of 18 cases comprising 44 experiments. 
The present work addresses a related but different set of issues concerning the processing of visual images of biological threats. Central here is how the emotional content of an image determines how well it is remembered. In the same way that arguments can be made about the adaptive usefulness of the rapid visual detection of threat, it can also be argued that keeping track of the location and nature of a threat in the immediate vicinity are also key to the avoidance of predation. Mechanism that are held responsible for retaining visual information over brief intervals are collectively discussed in terms of visual short-term memory (VSTM). Two assumptions about this kind of memory system are key, namely, (i) that the store is of very limited capacity [6], and, (ii) that the contents of the store are maintained for only a matter of seconds (see e.g., [7]). On the understanding that the memory system under consideration holds information for only a matter of seconds, the images that were presented for retention in the present experiments were presented very rapidly. 
Harris and Pashler [8] addressed whether memory enhancement for negatively charged pictures might be due to selective rehearsal of, or, rumination about these kinds of images. An RSVP paradigm was used in which, on each trial, a sequence of five photo-images was presented with each image only being exposed for 250 ms. The task was to provide, at test, one-word descriptors of each of the pictures. The rate of presentation of the images in the sequence was taken to be so rapid as to make any form of rehearsal unlikely/impossible. Testing occurred either immediately or following a filled delay in which participants had to engage in counting backwards in sevens for 20 s. Hence any form of picture rehearsal/rumination was circumvented. The critical picture sequences contained four neutral photo-images and one negatively charged image and the results were clear in showing a robust recall advantage for the negative pictures relative to the neutral pictures. As these effects occurred in the absence of either selective rehearsal or rumination, the claim was that this evidence was indicative of “enhancement of storage due to emotional content” ([8] p. 196). 
The results of [8] accord with other sentiments that, at a psychological level, emotional stimuli are special. For instance, in line with the arguments made on the basis of visual search data, claims have also been made [9] that there is an attentional bias towards emotional stimuli such that these, preferentially, enter into, and, are preferentially, maintained in VSTM. Indeed, attentional factors are repeatedly called upon to explain emotional memory enhancement in the context of the RSVP paradigm and these are examined here. For instance, in [10] Malijkovic and Martini provided evidence that the rate of information accrual varied across different image types when RSVP techniques were used. In their experiment, sequences of 10 images were used such that the duration of the images varied from 13 ms to 4 s. Sequences contained a mixture of images with neutral, positive, or negative valence. Participants were then given an old/new recognition task and judged whether test images had been included in the original sequence. Following a detailed psychophysical method, it was concluded that, relative to neutral and positive images, the processing of negative images was distinctive. For negative images, the rate of information accrual accelerated as the presentation duration of the image increased. This was taken to be indicative of attentional mechanisms such that “image features most diagnostic of negative content attract most of the early processing resources” (p. 6). Mean luminance, contrast, and spatial frequency differences within and across the images were also examined [10], but there were no systematic links between these kinds of low-level visual statistics and performance in the RSVP tasks. The eventual account rests on assumptions about the functional significance of attention to image features that are diagnostic of negative content, but having ruled out low-level visual features, it is unclear what the “diagnostic features” actually are.
From the cited studies, an overall impression is that the memorial processes associated with negative images are special. Some might resist this conclusion on the grounds of other evidence showing a general emotional VSTM enhancement for both positive and negatively charged images relative to neutral images [11]. However, in that study the positive images were erotic images so whether the data underscore a general principle about the operation of VSTM remains to be seen. Nonetheless, in cases where there is enhanced memory for negatively charged pictures, selective rehearsal/rumination has been ruled out as an explanation by [8]. The favoured account is one in which negatively charged image content, ‘quickly enhances memory storage or accessibility’ (p. 197). This account dovetails with that in [10] where it is argued that negatively-charged images are, in some sense, prioritized when they are presented. Negatively charged images gain privileged access to VSTM, and, as a consequence, accrue enhanced storage. Fundamentally, attentional factors are called upon to explain these effects. 
There is, however, an alternative interpretation. In the picture sequences used in [8] we may refer to the negatively charged picture as the target or the isolate and draw parallels with other experiments on the, so-called, isolation effect (or von Restorff effect). Since the work of von Restorff (see [12]) it is well-established that memory for a distinctive item, in an otherwise homogenous list of items, is considerably better than it is for an item in a wholly homogenous list. Although the effect was originally examined in the context of perceptual distinctiveness, it is now well established that similar effects can be obtained when distinctiveness is defined in terms of semantics (e.g. [13, 14]). 
The semantic isolation effect in [8], shows that memory for a negatively charged isolate (the target) is enhanced when tested against other neutral (background) items. What remains unknown, however, is whether such an effect emerges when the valence of the target and the background items is reversed. Is it simply the case that VSTM favours negatively charged targets, in this case biological threats, or, is it that the system is sensitive to a distinctive threat image when tested against a background of items of a neutral valence? Such questions are pertinent given the claims about attentional bias towards threatening images that have arisen in the visual search literature [3]. If the reason for enhanced memory for negatively, emotionally charged pictures is due to some kind of attentional bias towards such stimuli then the expectation is that the isolation effect should only obtain when a ‘threatening’ isolate is situated amongst a background of neutral images. A similar effect ought not to arise if a neutral isolate occurs amongst a background of threatening images: from the visual search literature, it has been shown that non-threatening singletons do not pop-out. These predictions are tested in the following experiments.
2. Experiment 1
The RSVP paradigm adopted here is illustrated in Figure 1. Once the sequence was presented and following a brief delay, memory was probed with the presentation of two images: a target that had occurred in the sequence and a foil that had not. Participants attempted to recognize the target. In using very rapid presentation with immediate test, it is assumed (following [8]), that neither selective rehearsal nor rumination (i.e., strategic intervention) can be used to explain performance in the tasks. It is also notable that in the paradigm used in [8] the participants were being tested on their memory for all the images that had been presented and they were being tested in a way that invoked verbal recoding. In the present case, memory for a single image was being probed and the task did not depend on verbal processing: The target image was re-presented at test. On these grounds, we assume that performance in the experiments provides a direct reflection of visual, and not, verbal memory processes.
(a) Method
(i) Participants
Thirty-two participants were tested in total. They were all students at the University of York. Testing was carried out over a fixed period during term time and the eventual sample size was set at the number of individuals who could be tested within this two-week period. Participants were either paid for taking part or were provided with course credit. Having fixed the sample size at 32, this then operated as the sample size for the other experiments.
(ii) Stimuli and design
The stimuli were taken from [15]. There were four sets of images each comprising 48 instances. Two image sets were of cats and two were of dogs and, within these sets, half of the images were of non-threatening animals and half were of threatening images. The non-threatening images depicted domesticated animals. Every threatening image depicted a snarling animal. The importance of images of snarling animals can be traced back to Darwin [16] who, in his discussion of the expression of rage, described how the bearing of teeth in a snarl is a signal of a preparedness to attack. Predominantly the threatening images were of wild animals, but a small number of the images of dogs depicted snarling attack dogs. In [15] steps were taken to attempt to control for the general pose of the animals across the threatening and non-threatening cases in a bid to control for any gross visual differences across these image sets. In addition, in [15] independent ratings of the threat of images were taken and showed that the threatening images were rated more threatening than the non-threatening images.
The basic sequence of events on a trial comprised an RSVP of six centrally presented images followed by a 2AFC screen in which an upper and lower pair of images was presented. Each of the individual images measured 4o x 6o. The 2AFC images were respectively located 4o above and below the screen centre. One of the images (the target) had occurred in the sequence and the other (the foil) had not. The up/down position of the target was determined at random prior to the start of each trial. 
Across the trials the target occurred equally often at each sequence position. For ease of exposition, the items other than the target that were included in the memory sequence will be referred to as background images. Central interest is with three factors, namely, category defined relative to two levels – same versus. different, that is, whether the biological category of the target (cat versus. dog) matched with that of the background images; type of target – non-threatening versus. threatening; and, type of background image – non-threatening versus. threatening. The design encapsulated a factorial combination of these three factors. In brief, the experimental trials comprised all possible combinations of type of target and type of background image and whether the target and background images were taken from the same biological category.
Given the constraints of a particular trial, the background images were chosen at random from the 48 for that particular image set. In addition, the target and foil were chosen at random from the same particular image set. As a consequence, it was assumed that any simple verbal labelling strategy would be rendered useless. For instance, merely, noting (and labelling) a ‘wild cat’ among ‘domesticated cats’ would be of little help as the 2AFC screen contained two images of ‘wild cats’. 
(iii) Procedure
Each participant was tested individually, in a quiet testing room at The University of York. Participants sat a table in front of a chin rest fixed 57 cm from a computer screen (model ProNitron 17/200). The experiment was controlled by a PC running an E-Prime script [17]. Responses were made via a keyboard such that pressing ‘1’ indicated that the upper image was the target and pressing ‘2’indicated that the lower image was the target. Participants were able to respond with whichever hand they felt most comfortable with. 
An initial block of six practice trials was administered prior to five blocks of 96 experimental trials. Participants were instructed that accuracy rather than speed was important and to guess if they were unsure. They were also instructed not to spend too long on any trial, as there were many trials. They were also initially forewarned about the ‘threatening nature of some of the images’ and were told not to continue, after the practice block, if they were finding the images uncomfortable. 
(b) Results and discussion
	The data were scored and broken down according to three factors, category, type of target and type of background image. For a given participant, each cell in this design gave rise to a total of 60 observations hence the scores that were analysed were items correct out of 60. Figure 2 provides a graphical illustration of the summary data.
 	The scores were entered into a three-way repeated measures ANOVA in which category (i.e., same versus. different), type of target (i.e., non-threatening versus. threatening), and, type of background image (i.e., non-threatening versus. threatening) were entered as fixed factors and participants was entered as a random factor. The analysis revealed statistically significant main effects of category, F(1, 31) = 5.89, p < .05, partial η2 = 0.160, type of target, F(1, 31) = 6.26, p < .05, partial η2 = 0.168, and, type of background image, F(1, 31) = 4.32, p < .05, partial η2 = 0.122. In addition, the type of target x type of background image interaction also reached statistical significance, F(1, 31) = 25.00, p < .001, partial η2 = 0.446. None of the remaining interactions were statistically reliable; F < 1.0, for the category x type of target interaction; F(1, 31) = 1.99, p > .05, partial η2 = 0.060, for the category x type of background image interaction; and, F < 1.0, for the category x type of target x type of background image interaction.
	In sum, the main effect of category revealed that participants were more accurate in their reports when the target and the background images were taken from different biological categories than when they were taken from the same category. This particular result will be returned to later. The more important effect is the statistically reliable type of target x type of background image interaction. This revealed that participants were much more accurate in reporting the target when the valence of the type of target and type of background image differed than when they matched. In other words, targets were much better reported in cases where they signalled a distinctive valence than when they did not. Figure 2 clearly reveals the nature of this two-way interaction.
It is true that the data do show emotional memory enhancement for negatively charged images – a result that replicates the findings of [8]. Memory for a threatening isolate in a sequence of neutral images is enhanced relative to when only neutral images are used. However, this effect must be considered in the context of the further finding that there is a similar memory advantage for a neutral isolate contained in a sequence of threatening images. The conclusion, therefore, is that it is not threat content per se that is the critical factor, but the match of the emotional content of the target image to its background. Isolates that signal a distinctive emotional valence are better remembered than are items that have the same valence as the other items. This particular finding casts doubt on the more generally received idea; namely, that an attentional bias towards negatively emotionally charged images explains enhanced memory for such images. 
2. Experiment 2
	In order to explore the replicability of the pattern of effects a follow-on experiment was undertaken in which the trials were blocked by type of background image. That is, testing was divided into two parts such that, in one part all of the background images were threatening, and, in a separate part, all of the background images were neutral. 
Since the seminal work of Schneider and Shiffrin [18] it is well known that performance varies dramatically according to whether the task is defined in terms of consistent versus. varied mappings. In their seminal RSVP studies, consistent mappings were cases where both the target and non-target categories remained constant over trials. In contrast, under varied mapping constraints, the target and non-target categories interchanged randomly over trials. The data were interpreted in terms of the distinction between automatic and controlled attentional processes. Performance in the varied mappings conditions reflected a much more strategic form of processing than did performance with consistent mappings. 
It was of interest to see whether performance in the current tasks is differentially sensitive to the composition of the trials within a testing session. In the verbal memory literature, it has been argued that attention can be focused better in blocked than in mixed conditions, “because an a priori-determined selection set reduces trial-by-trial uncertainty.” ([19], p. 314). On these grounds, participants were now tested under constant mapping conditions. On the understanding that there is an attentional bias towards negatively emotionally charged images, it was predicted that the blocking manipulation ought to heighten this bias. That is, with these testing conditions it was predicted that a greater isolation effect for the threatening versus. non-threatening isolates would occur.
In contrast to this, the data from a follow-on experiment (see electronic supplementary material) revealed a very similar pattern of effects to those reported in Experiment 1. Critically, the same type of target x type of background image interaction recurred: participants were much more accurate in their target reports when the emotional valence of the target and background images differed than when they were the same. As the nature of this interaction did not change from the first experiment, then the evidence is not consistent with the idea that the isolation effects primarily reflect the operation of attentional processes. The same kind of interaction arose across both constant mapping and varied mapping conditions (cf. [18]).
The blocking manipulation used in the follow-on experiment was reused in Experiment 2 reported here. A remaining concern was whether or not the critical type of target x type of background image interaction truly reflects the operation of mechanisms that are sensitive to the emotional content of the images or whether the threat content of the images is carried by distinctive low-level visual characteristics (cf. [10]). In order to examine this, a gist description of each of the images was derived using the techniques described in [20]. This technique entails converting each image first into a grey scale luminance ‘pixel’ matrix and then into a vector that carries information about local image luminance and spatial frequency. Inter-image similarity can be computed from these gist descriptors by simple linear correlation between the corresponding vectors for the images. A high vector correlation indicates a high-level of image similarity. These correlative techniques were deployed in the analysis of the 2AFC data.
	Care was also taken to reduce any other confounding differences between the threatening and non-threatening images used previously. In Experiment 1, the non-threatening images were of domesticated cats and dogs, whereas predominantly the threatening images were of wild cats and dogs. Steps were now taken to source new non-threatening images so that the same pose and species was matched across threatening and non-threatening pairs of images. In this way, the aspiration was to arrive at a set of images in which the only systematic difference across the threatening and non-threatening cases was the emotional valence conveyed. 
Ratings of both threat and the arousal were collected for the complete set of images used in Experiment 2 (Table 1). The threat ratings were entered into a two-way repeated measures ANOVA in which valence (threatening versus. non-threatening) and animal (cat versus. dog) acted as fixed factors and participants acted as a random factor. Only the main effect of valence, F(1, 23) = 670.03, p <.001, partial η2 = 0.967, reached statistical significance; F(1, 23) = 1.28, p > .05, partial η2 = 0.053 for the main effect of animal; F < 1.0 for the valence x animal interaction. A similar analysis of the arousal ratings revealed that only the main effect of arousal reached statistical significance, F(1, 23) = 5.37, p <.05, partial η2 = 0.183; Fs < 1.0 for the main effect of animal and the arousal x animal interaction. In sum, the threatening images were rated as being highly threatening and more threatening than the non-threatening images. In addition, the threatening images were rated as being more arousing than the non-threatening images. The exact same patterns of differences were observed for the cat and the dog image sets.
(a) Method
	Aside from minor details, the same methods to those used in Experiment 1 were used again. Testing was divided into two parts in which the trials were blocked by kind of background image (either threatening or non-threatening). Each part consisted of one short block of six practice trials followed by five blocks of 48 experimental trials. The order of the parts was counterbalanced across participants and the two parts were administered in a single testing session that lasted approximately 45 mins.
(i) Participants
	The experiment was run at the University of York and new sample of 32 volunteers was tested. 
(ii) Stimuli
The same threatening images were used as before but a new set of 96 non-threatening images was sourced. A non-threatening counterpart was sourced for each threatening image by matching the depicted species and pose. For every image a gist description vector was computed using the Matlab code provided in [20] (see, http://people.csail.mit.edu/torralba/code/spatialenvelope/). Each image was passed through a series of Gabor filters spanning eight orientations and four spatial frequencies giving rise to 32 filtered images. Each of these 32 images was then divided into a 4 x 4 grid and pixel intensities were averaged within each grid. This method transforms a given image into gist descriptor vector of length 512 (i.e., 4 x 4 x 32). 
 (b) Results and discussion
	The data were analysed as before. In this case, only the type of target x type of background image interaction, F(1, 31) = 16.64, p < .001, partial η2 = .348, reached statistical significance, all other tests F < 1.0. As can be seen from Figure 3, the nature of the interaction is as described before, participants were considerably better in reporting targets when the valence of the target and the background images differed than it was the same. 
(i) Subsidiary analysis
	The previous datasets only contained records of the type of target and the type of background. In pursuing the more detailed analysis concerning possible visual confounds, each participant’s dataset now contained a record of every image that had been presented on every trial. Initially, a correlative analysis was carried out for every experimental trial for every participant. That is, every pairwise (Pearson) correlation was computed between the target gist descriptor and the five other image gist descriptors in its trial sequence and the average correlation for that trial was recorded. An assumption here was that the correlation between any two image vectors indexed the amount of visual similarity between the corresponding images. The visual distinctiveness of any given target was therefore indexed by the corresponding average correlation – a low average correlation therefore would signal a highly distinctive target.
The overall dataset now contained information about every single trial in the experiment coding the participant, category, type of target, and type of background image factor as before. Additional codes captured whether the trial response was correct or not, and, what the average image correlation for that trial was. This dataset was then analysed using a mixed-model ANOVA with participants as a random factor (using R, The R Core Team, [21]). In this analysis, the average image correlation was treated as a continuous variable and entered first into the analysis. The analysis revealed that the only reliable predictor in the model was the type of target x type of background image interaction, F(1, 124) = 47.50, p < .0001; all of the other predictors, F < 1.0. 
In sum, this analysis replicates the key type of target x type of background image interaction found previously, but does so when the visual similarity between the target and its background items is taken into account. In this regard, the results replicate the findings of Malijkovic and Martini [10] in showing that low level visual characteristics of the images appear not to determine how effectively they are remembered. 
3. General discussion
	Previous evidence reported in [8] suggests that there is enhanced memory for negatively emotionally charged pictures without selective rumination. Here we show that this is only a very partial characterization of exactly how emotional content is dealt with by VSTM. Although we have repeatedly demonstrated enhanced memory for images of biological threats without selective rumination, we have also shown that there is enhanced memory for any picture whose emotional valence is different from its background. That is, non-threatening images were better reported when they were presented in the context of threatening background images than when they were presented in the context of other non-threatening images. 
	The key finding is that images are better remembered when they differ in emotional valence from the other to-be-remembered (tbr) images with which they are presented. A central conclusion therefore is that the mechanisms that underpin performance in the task are highly sensitive to the emotional valence of the visual input but in ways that are not captured by claims about negative emotional memory enhancement. Moreover, the effects cannot readily be explained by visual encoding mechanisms because we have shown that the visual salience of the targets fails to account for the basic pattern of findings (see Experiment 2). In turn, the findings do not support an attentional bias towards negatively charged images because (i) the effects depend on both the type of target and the type of background images, and, (ii) the effects are essentially identical across consistent mapping (Experiment 2) and varied mapping (Experiment 1) conditions. On these grounds, we take it that the locus of the effects resides elsewhere.
	It is important to note that the effects reported here accord well with other semantic isolation effects in the literature [12—14]. In the present experiments, the isolate images are defined relative to the emotional valence of the other images in the sequence. In this regard, it is not so much semantic category knowledge that is influential, but the threat content of the images themselves. This is particularly true of the images in the Experiment 2 where the only systematic factor to discriminate the isolate from its background is threat content. Memory for an isolate image was enhanced when its emotional valence stood out from its background. There is no simple visual attentional account of these findings. Alternative accounts might be sought in terms of item maintenance. For instance, it might be argued that the effects of emotional content reflect some form of privileged item maintenance for items of a distinctive emotional valence in the visual short-term store. The data are consistent with such a view but it is perhaps more fruitful to think in terms of other models of memory that provide detailed and ready accounts of the findings. 
Of particular interest are the ideas put forward by Steyvers and Griffiths [22] in their account of the semantic isolate effect described in [13] for memory for word lists. In discussing processes of word memory, they considered dual route topic models. By way of explanation, they discussed a distinction between gist and verbatim information such that the human memory system is seen to be differentially sensitive to both. Gist information, essentially, captures a gross summary of the content of the material, for instance, that the list of tbr words contained the names of vegetables. In contrast, verbatim information captures the identities of the actual tbr items (i.e., the list contained ‘carrot’, ‘onion’, ‘swede’, ‘cabbage’, ‘kale’). 
	According to the dual route topic model, a given item can be encoded via a topic route or a special word route. If there is a coherent context for encoding an item in a particular way, then this will define the current topic route (this defines the current gist). If there is no such context or if an item stands out from the current context, then the special word route comes into play (and this captures verbatim information). The manner in which information about a word is stored in memory reflects the route by which the item was encoded. In the dual route topic model described in [22], scale values are propagated on two distributions for each word - a topic distribution and a special word distribution. In cases of a coherent context, all words will score highly and evenly on the topic distribution but only minimally on the special word distribution. In contrast, in cases where an otherwise homogenous list of words contains an isolate, then the isolate will score particularly highly on the special word distribution whereas the other items will score minimally on this distribution. This salient score on the special words distribution then underpins the enhanced memory for the isolate at test. Although only a summary of the account is provided here, Steyvers and Griffiths [22] did provide qualitative fits with the semantic isolation effect reported by [13] when they explored the properties of a mathematical account of item encoding and retrieval.
	Such a dual route model provides a useful framework for thinking about the current effects. The model can be applied on the assumption that the topic generated by the image sequence on a given trial captures the valence of the images, that is, the topic captures the predominant emotional content of the background images. We may also posit both topic and verbatim (special image) distributions. As a consequence, when a sequence contains an isolate, this image score highly on the special image distribution and this underpins the memory enhancement for these kinds of items. There is no reason to think that simple extensions to the basic mathematical model could not be undertaken to encompass the present data. However, such an exercise is beyond the scope of the present work. 
What is key is that the dual route topic model provides a ready explanation of the pattern of results found here. A foundational assumption, though, is that the emotional content of the images – the emotional gist –is recovered with great speed. Such an idea accords well with recent dual pathway account of the human visual system put forward by Wolf and colleagues [23]. In this account, a division is drawn between selective and a non-selective processing pathways. It is via the selective pathway that “candidate objects must be individually selected for recognition” (p. 77), whereas it is via the non-selective pathway that global scene semantics are rapidly derived. Our data accord with the operation of such a non-selective pathway and go further in suggesting that, in turn, VSTM is critically sensitive to how scene semantics change over time. As Wolf et al. stated, the operation of this non-selective pathway is preattentive in nature (p. 81) and therefore outside of executive control. On the understanding that the non-selective pathway recovers the emotional content of an unfolding scene, then the present data show that it is not threat per se that is special but any stimulus that differs from the predominant emotional content. As a consequence, we claim that images that deviate in emotional content from the current context stand out in memory. 
	The central finding here is that it is emotional distinctiveness rather than emotional per se that is important in VSTM. Appeals to item distinctiveness are common in theories of short-term memory [24]. Here the claim, that emotionally distinctive items stand out in memory, only makes sense only on the basis of the sorts of gist processing mechanisms that we have discussed. We see these as being different from attentional mechanisms. 
It would be remiss not to mention the effects of category that were found. Looking across all of the experiments, the effects are not expressed consistently and in Experiment 2 there were no such effects. Further work is therefore needed to unpack how such conceptual information is retrieved and maintained over the short-term (cf. [25, 26]). The current data do, however, suggest that the recovery and storage of categorical identity reflects mechanisms different from those that are concerned with processing emotional content.
	It would also be remiss not to mention the topic of face processing, given that facial expressions can convey a biological threat. The data from visual search studies are equivocal (see [27], Chapt. 16), as there is evidence both for the rapid detection of an angry facial expression (an anger superiority effect [28]) and evidence for the rapid detection of a happy facial expression (a happiness superiority effect [29]). However, there is more convincing evidence suggesting a VSTM advantage for angry expressions over less negative emotions [30, 31]. Currently work is under way to examine these effects in the context of the RSVP procedures used here. Given the importance of being able to interpret and keep track of social signals in conversation, it would be surprising to find that facial expression processing in VSTM is not special.
(a) Additional considerations
In the foregoing, much has been made in distinguishing ‘attentional’ from ‘memorial’ processes. Whether such a simple distinction is helpful is moot especially given the intricacies of the interactions between cortical and sub-cortical mechanisms in the brain [32]. Nonetheless, in using the term “attentional” here, reference is to possible effects arising because of stimulus selection at encoding. We claim that we have ruled out perceptual distinctiveness accounts of the effects as considered in detail in Experiment 2. We have also considered the degree to which the effects reflect an attentional bias towards negatively emotionally charged stimuli: the blocking manipulation in Experiment 2 did not alter the central findings reported in Experiment 1. On these grounds, we do not accept that the effects we report are, in these ways, attentional in nature. 
We have however, argued that the key visual difference between the threatening and non-threatening images is the presence of the snarl and it is this that marks out the isolate. We may therefore ask about the degree to which attention to this characteristic is at play. From the visual search literature, it is well established that it is far easier to register the presence of a critical feature than its absence (see for instance, the data on search asymmetries [33]). On these grounds, it is predicted that an isolate defined by the presence of a snarl would be remembered better than an isolate defined by its absence, if the effects were solely attentional in nature. However, the data show no such asymmetry. We, therefore, conclude that although the presence of a snarl conveys the threat content of an image it is not attention per se to this visual characteristic that is key: What is key is how the threat content of the images affects memory.
Other ideas about selective attention to items as maintained in VSTM have begun to emerge in the literature (see e.g. [34]). In this way, the simple distinction between attentional and memorial processes becomes blurred. The extant data [34] suggest that in some circumstances (i.e., when four simple coloured geometrical shapes are presented once every 500 ms in sequence) participants can exert some control over memory for the items. In contrast, here we have tested some traditional ideas regarding attention as a process of stimulus selection during encoding see [35] and have found these to be wanting. Our current position is that the present data sit most comfortably with extant ideas about the operation of preattentive mechanisms and memory over the short term. Future work could usefully examine the degree to which visual memory for emotionally-charged materials can be determined by subjective control.
We are also mindful of the issues over whether ‘emotional’ effects arise because of the valence of a stimulus or its arousing nature [36]. We note that our threatening images have been rated as being both more threatening than the non-threatening images but also that the threatening images have been rated as being more arousing than our non-threatening images. Clearly further research could address this issue directly by systematically combining these two factors in new experiments. What we can conclude, however, from the present findings, is that it is not the level of threat or level of arousal of the isolate that is key, but whether the isolate deviates from the other items in terms of its content. 
4. Conclusions
Here we report a novel set of findings that show that VSTM is particularly sensitive to rapidly unfolding scene semantics – items that convey a contrasting emotional valence to the background stand out in memory. In the past, it has been shown that there is emotional memory enhancement for negatively charged images, but here we show that it is distinctive emotional valence that is key not threat per se. In adopting a dual route topic account from the verbal memory literature, we cast light on a basic characteristic of how memory in general operates over brief intervals. We offer an account that implicates memorial rather than attentional processes. 
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Figure Captions
Figure 1. A schematic representation of the sequence of events on a trial. Some of the photo-images are not the originals due to copyright reasons. 
Figure 2. Mean levels of accuracy for the conditions of interest in Experiment 1. Error bars represent 95% confidence intervals as defined in [37]. Diff = Target is from a different category to that of the background images. Same = Target and background images are from the same category. NT-B = Non-threatening background images, T-B = Threatening background images, NT-T = Non-threatening target, T-T = Threatening target.
Figure 3. Mean levels of accuracy for the conditions of interest in Experiment 2. Error bars represent 95% confidence intervals as defined in [37]. Diff = Target is from a different category to that of the background images. Same = Target and background images are from the same category. NT-B = Non-threatening background images, T-B = Threatening background images, NT-T = Non-threatening target, T-T = Threatening target.
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Table Caption
Table 1. Ratings of threat and arousal for the image sets used in Experiment 2. All ratings were taken on a 1-7 Likert scale. SD stands for standard deviation.




	Biological Category
	Threat rating
	Arousal Rating

	
	Mean
	SD
	Mean
	SD

	
	‘Threatening’ Images

	Dogs
	5.77
	0.67
	4.17
	1.73

	Cats
	5.87
	0.78
	4.20
	1.84

	
	‘Non-threatening’ Images

	Dogs
	1.55
	0.74
	3.00
	1.41

	Cats
	1.71
	0.76
	3.01
	1.37
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